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TCP/IPTCP/IP--friendly Link Layerfriendly Link Layer
PrinciplesPrinciples

♦♦Reduce the residual packetReduce the residual packet--error rate but minimize theerror rate but minimize the
additional delayadditional delay

♦♦Use partially reliable inUse partially reliable in--order delivery of framesorder delivery of frames
♦♦Combine ARQ and FEC to reduce residual packet loss rateCombine ARQ and FEC to reduce residual packet loss rate
♦♦Implement several logical channels with differentImplement several logical channels with different QoSQoS

parameters (incl. priority)parameters (incl. priority)
––Use of a single link channel is vulnerable to the headUse of a single link channel is vulnerable to the head--ofof--lineline

blocking as delay sensitive flows possibly must wait forblocking as delay sensitive flows possibly must wait for
((re)transmissionre)transmission of less urgent data to completeof less urgent data to complete

––Treat separately IP flows with differentTreat separately IP flows with different QoSQoS requirements andrequirements and
turn off ARQ/FEC mechanisms for flows not benefiting from itturn off ARQ/FEC mechanisms for flows not benefiting from it
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♦♦Avoid interaction with TCP timersAvoid interaction with TCP timers ��

Specific mechanisms to minimize extra delay due toSpecific mechanisms to minimize extra delay due to
error recovery:error recovery:
––Cumulative acknowledgements with selective repeat requestsCumulative acknowledgements with selective repeat requests
––No link sender retransmission timers; ACK timer is used at linkNo link sender retransmission timers; ACK timer is used at link

receiver to repeat the latest ACK if no new frames are arrivingreceiver to repeat the latest ACK if no new frames are arriving
––Original transmission of frame with no FEC redundancyOriginal transmission of frame with no FEC redundancy
––Add incremental FEC redundancy to retransmitted framesAdd incremental FEC redundancy to retransmitted frames
––Higher priority for retransmissions and linkHigher priority for retransmissions and link ACKsACKs

♦♦Avoid unnecessary buffering at link layerAvoid unnecessary buffering at link layer
––Only one unsent frame in the link send queueOnly one unsent frame in the link send queue
––Flow control between IPFlow control between IP ���� LLC and LLCLLC and LLC ���� MACMAC

TCP/IPTCP/IP--friendly Link Layer Principlesfriendly Link Layer Principles
(cont(cont’’d)d)
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SLACP FEC Block EncodingSLACP FEC Block Encoding
–– A block of (retransmitted) frames is protected with FECA block of (retransmitted) frames is protected with FEC

encodingencoding
- Reed-Solomon code RS(n,k): n = 255, k = number of data frames

FEC Header
SLACP Header SLACP Payload/IP Packet

S-LACP Frame of length L

n - k  redundant
S-LACP frames

k actual SLACP
frames

Codeword of Reed-Solomon code

…

FEC Redundant Data

… …

- t k lost frames can be recovered if t redundancy frames are received
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SLACP FEC Block EncodingSLACP FEC Block Encoding
i < k actual data framesi < k actual data frames

Codeword of Reed-Solomon code

FEC Header
SLACP Header SLACP Payload/IP Packet

FEC Redundant Data
Zero Padding (not sent)

SLACP Frame

i actual S-LACP frames

k-i zero padding frames (not sent)

…k actual SLACP
frames

L

…n - k  redundant
S-LACP frames

.. Redundant frames not sent
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SLACP FEC Block EncodingSLACP FEC Block Encoding
Optimization with different frame lengthsOptimization with different frame lengths

Redundant frames
protecting longer frames

k-i-j zero padding frames (not sent)…

SLACP Frame of length L
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j short S-LACP frames

..
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n - k  redundant
S-LACP frames

k actual SLACP
frames

L

…

Redundant frames not sent

Redundant frames protecting
shorter frames (tail not sent)
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TestTest ArrangementsArrangements
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NetworkNetwork TopologyTopology
–– NEP emulator is used emulate the satellite subNEP emulator is used emulate the satellite sub--systemsystem
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TCP variants under studyTCP variants under study

♦Reference TCP
– Initial window of 1 segment

– Congestion Control procedures as defined in RFC 2581

– Fast Retransmit and Fast Recovery – New Reno (RFC 2582)

– Delayed ACK threshold – 200 ms

– SACK option (RFC2018) disabled

♦♦Enhanced TCP (contains selected enhancements)Enhanced TCP (contains selected enhancements)
–– Initial window of 4 segments (RFC 3390)Initial window of 4 segments (RFC 3390)

-- Allows more rapid opening of congestion window during initial SlAllows more rapid opening of congestion window during initial Slowow--
StartStart

–– SACK optionSACK option (RFC2018) enabled; Conservative SACK algorithmenabled; Conservative SACK algorithm
(RFC 3517)(RFC 3517)

-- Allows TCP to recover more efficiently from multiple segment losAllows TCP to recover more efficiently from multiple segment losses inses in
a windowa window
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♦♦Enhanced TCP (contEnhanced TCP (cont’’d)d)

–– Window ScalingWindow Scaling

- Allows large windows on high bandwidth*delay product paths

–– Limited Transmit (RFC 3042)Limited Transmit (RFC 3042)

-- Allows TCP sender to transmit new data for the first twoAllows TCP sender to transmit new data for the first two dupacksdupacks

–– FF--RTORTO -- ForwardForward--RTO Recovery (draftRTO Recovery (draft--ietfietf--tcpmtcpm--frtofrto--02.txt)02.txt)

-- Avoids unnecessary retransmissions after SpuriousAvoids unnecessary retransmissions after Spurious RTOsRTOs

–– DAASSDAASS -- DelayedDelayed AcksAcks After SlowAfter Slow--Start (RFC 2760)Start (RFC 2760)

-- Allows more rapid opening of congestion window during initial SlAllows more rapid opening of congestion window during initial Slowow--StartStart
(each TCP segment is immediately acknowledged)(each TCP segment is immediately acknowledged)

–– CBICBI -- Control Block Interdependence reuse ofControl Block Interdependence reuse of ssthreshssthresh
(applied to a reduced set of tests)(applied to a reduced set of tests)

-- Mitigates SlowMitigates Slow--start Overshootstart Overshoot

TCP variants under studyTCP variants under study
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Error modelsError models

–– Experimented a wide range of error models & controllableExperimented a wide range of error models & controllable
–– TwoTwo--state Markov model is applied to simulate GEO satellitestate Markov model is applied to simulate GEO satellite

failures and cause packet errorsfailures and cause packet errors
–– A set of Time SeriesA set of Time Series define good and bad state lengths to bedefine good and bad state lengths to be

repeated in each test caserepeated in each test case

Time between Bursts Burst LenghtError Model Avg PER
Min Max Min Max

None 0% error-free link
Low 1-1,5% 10 s 30 s 60ms 60ms
Medium 3-4%   5 s 15 s 100ms 300ms
High 5-6%   2 s 10 s 100ms 300ms
VHigh 7-8%   0 s 10 s 100ms 300ms
Huge 13-15%   0 s   7 s 100ms 100ms
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Satellite Link ParametersSatellite Link Parameters

♦♦Three different DAMA Mechanism on Return LinkThree different DAMA Mechanism on Return Link
–– CRACRA –– Constant Rate AllocationConstant Rate Allocation
–– RBDCRBDC –– Rate Based Dynamic AllocationRate Based Dynamic Allocation
–– VBDCVBDC –– Volume Based Dynamic AllocationVolume Based Dynamic Allocation

♦♦Propagation delay: 250 msPropagation delay: 250 ms

♦♦MTU Size: 1450 bytesMTU Size: 1450 bytes

♦♦MAC buffer size (ST):MAC buffer size (ST):
–– RBDC/VBDC buffer: 28,8RBDC/VBDC buffer: 28,8 kbyteskbytes / 14,4/ 14,4 kbyteskbytes (NOSLACP case / SLACP(NOSLACP case / SLACP))

DAMA Return Forward
CRA 128 Kb/s 512 Kb/s

RBDC 128 Kb/s 512 Kb/s
VBDC 128 Kb/s 512 Kb/s
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WorkloadWorkload

♦♦Two types of workload over Return Link:Two types of workload over Return Link:
–– Single Unidirectional TCP Bulk Data TransferSingle Unidirectional TCP Bulk Data Transfer

-- The transfer size is 1 MBThe transfer size is 1 MB
–– Four Parallel Unidirectional TCP Bulk Data TransfersFour Parallel Unidirectional TCP Bulk Data Transfers

-- The transfer size is 250 KB for each TCP flowThe transfer size is 250 KB for each TCP flow
-- Total transfer size equaling 1 MBTotal transfer size equaling 1 MB

♦♦Each test case is replicated 32 timesEach test case is replicated 32 times
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TestTest resultsresults
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RBDC Interaction with TCP ErrorRBDC Interaction with TCP Error
RecoveryRecovery
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VBDCVBDC
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SlowSlow--StartStart overshootovershoot problemproblem

Trace of Enhanced TCP
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••The exponential opening of the congestion window results in overThe exponential opening of the congestion window results in overshootingshooting
the router queue in ST and loosing multiple segmentsthe router queue in ST and loosing multiple segments

••Overshoot more serious for the Enhanced TCP as it is more aggresOvershoot more serious for the Enhanced TCP as it is more aggressivesive
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Elapsed Time vs Error model - SLACP
VBDC - 1MB
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Test ResultsTest Results –– 4 flows4 flows
(4x250KB)(4x250KB)
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ConclusionsConclusions

♦♦Enhanced TCP performs better than Reference TCPEnhanced TCP performs better than Reference TCP
–– in particular when link layer error recovery with SLACP isin particular when link layer error recovery with SLACP is

not presentnot present
♦♦SLACP isSLACP is extremely useful when the linkuseful when the link--error rateerror rate

is high, improving TCP performance significantlyis high, improving TCP performance significantly
♦♦Longer capacity allocation delayLonger capacity allocation delay ��

slower error recoveryslower error recovery
––CRA yields best performance, while RBDC performs betterCRA yields best performance, while RBDC performs better

than VBDCthan VBDC
––With high error rates TCP performs very poorly with RBDCWith high error rates TCP performs very poorly with RBDC
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Enhancing TCP is not enoughEnhancing TCP is not enough
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ConclusionsConclusions (cont(cont’’d)d)

♦♦SlowSlow--start overshootstart overshoot �� Enhanced TCPEnhanced TCP
performance decreased in some test casesperformance decreased in some test cases
––TCP CBI withTCP CBI with ssthreshssthresh reuse is helpful to attack thereuse is helpful to attack the

problemproblem
––Acknowledging all segments immediately (DAASS) makesAcknowledging all segments immediately (DAASS) makes

TCP too aggressiveTCP too aggressive �� disabling DAASS helps toodisabling DAASS helps too
♦♦Using four TCP flows to transfer the same amountUsing four TCP flows to transfer the same amount

of data yields better performance compared to theof data yields better performance compared to the
case of one TCP flowcase of one TCP flow
––makes transfer more aggressivemakes transfer more aggressive


